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Introduction
In Chest X-rays (CXRs), radiological
findings vary significantly in size. We
propose a deep learning-based multi-
scale ensemble model, called SSBN,
that leverages and combines features of
different granularities, resulting in a more
accurate classification of findings.

Methods

SSBN is based on a new Size-Specific

Batch Normalization layer (SSBN) (F1).

We combine three input resolutions (224, 448

and 896 pixels) and experiment on the

CheXpert data set. The approach is

compared to single-scale models and to a

standard ensemble (SE) that uses one

separate model per input size. We inspect

the features deemed important by the model

for each input scale via Gradient-weighted

Class Activation Mapping (Grad-CAM).

Results

Conclusions
The proposed approach allows the multi-
scale nature of radiological findings to
be explicitly taken into account, without
the need for a model that is much larger
than its single-scale counterparts. Features
with different levels of granularity are
combined, boosting performance.
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SSBN achieves a performance better
than single scale models and
comparable to that of a standard ensemble
(SE), using far fewer parameters. Grad-
CAMs are finer for large inputs and coarser
for smaller inputs (F2). When predictions
are correct, the relevant features are
consistent across scales.

Model # Params AUC

224p 7M 81.76 ± 0.18

448p 7M 82.62 ± 0.11 

896p 7M 82.39 ± 0.13

SE 20.9M 83.27 ± 0.11

SSBN 7.1M 83.27 ± 0.17

T1- AUC and number of millions of parameters of each
single scale model (224p, 448p and 896p), standard
ensemble model (SE) and the proposed SSBN model.

F2- Grad-CAMs for a false positive and a true positive
prediction across three scales (224, 448 and 896 pixels).

F1- SSBN layer. Each input scale is processed via a
separate batch normalization (BN) layer, resulting in a
parameter-efficient ensemble.


